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INSTRUCTIONS TO CANDIDATES 

 
1.  This examination paper consists of SIX (6) questions and comprises TWENTY (20) 

printed pages including this page.    

2.  This is an OPEN BOOK examination. You may use any approved calculators but not any 
PDA or laptop, especially those capable of external connectivity or communication. 

3.  Answer all questions. Note that the full mark for each question is different. 

4.  Write your answers on this QUESTION AND ANSWER SCRIPT. Answer only in the 
space given. Any writing outside this space will not be considered. No other submission is 
allowed. 

5.  Fill in your Matriculation Number with a pen, clearly on every page of this QUESTION 
AND ANSWER SCRIPT.  

6.  You may use pencil to write your answers. 

7.  At the end of the examination, please check to ensure that your script has all the pages 
properly stapled together. 

8.  Note that when a number is written as “0xNNNN” it means that “NNNN” is in base 16. 

 

Total Score 
 
 
 

/100 

Caveat on the grading scheme: 
I have given a sample grading scheme in the yellow boxes. However… 
 
you will be surprise how varied the actual answers you guys give. It is not possible 
for me to forsee all possible student answers. As such, the stated grading schemes for 
each question are mere guidelines. I will need to exercise discretion on the actual 
grading itself. 
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QUESTION 1 (15 marks) 
 
(1a) Fill in the following truth table for the function: 
 
  F(a, b, c, d) = a’cd’ + abd + a’b’d’ + b’c’d’ 
  (2 marks) 
 
ANSWER: 
 

a b c d F 
0 0 0 0 1 
0 0 0 1 0 
0 0 1 0 1 
0 0 1 1 0 
0 1 0 0 0 
0 1 0 1 0 
0 1 1 0 1 
0 1 1 1 0 
1 0 0 0 1 
1 0 0 1 0 
1 0 1 0 0 
1 0 1 1 0 
1 1 0 0 0 
1 1 0 1 1 
1 1 1 0 0 
1 1 1 1 1 

 
 
 
  

Grading scheme: 
Getting < 8 entries correct – 0 mark 
Getting 8-15 entries correct – 1 mark 
Getting 16 entries correct – 2 marks 
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(1b) Implement the above function using only 4-to-1 multiplexors. You may use as many as 
you wish but nothing else is permitted. (5 marks) 

 
ANSWER: 
 
 

 
 
 
 
 
 
 
 

Grading scheme: 
All inputs correct: +1 
4 muxs: +1 
Connected correctly: +1 
Selector inputs to mux correct: +1 
Full circuit correct: +1
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(1c) Mr Bean had some time at his hand. He tried to implement a 4-bit synchronous counter 
that would use (b, c, d, F) of the table as the 4-bit counter values using 4 J-K flop-flops. 
The counter is to loop back to the first row when it has reached the last. Explain why it 
cannot be done. (2 marks) 

 
ANSWER: 
 
We get situations such as a = 0, b = 1, c = 0, d = 0, F = 0 → a = 0, b = 1, c = 0, d = 1, F = 0, 
and a = 1, b = 1, c = 0, d = 0, F = 0 → a = 1, b = 1, c = 0, d = 1, F = 1 where if we use (b, c, 
d, F) we will have the transitions 1000 → 1010 as well as 1000 → 1011. Hence, the counter 
would be inconsistent in the specification of its transition. 
 
 
 
 
(1d) Below is the a 2-bit synchronous counter built using T-flip-flops. The default initial 

output of Q is 0. The T-flip-flops are both positive edge triggered. Give the 2-bit (AB – 
in that order) count sequence. (3 marks) 

 

 
 

ANSWER: 
 
 
11 → 10 → 01 → 00 → 11 → 10 → 01 → 00 → 11 … 
 
 
(1e) What would be the count sequence if now both flip-flops are negative edge triggered?   

 (3 marks) 
 
ANSWER: 
 
00 → 01 → 10 → 11 → 00 → 01 → 10 → 11 → 00 … 
 
 
 
 
  

Grading scheme: 
Correct example: +1 
Correct reasoning: +1 
No example but good explanation: 2 

Grading scheme: 
There are 4 transistions. 
All 4 correct: 3 
2 or 3 correct: 2 
1 correct: 1 

Grading scheme: 
There are 4 transistions. 
All 4 correct: 3 
2 or 3 correct: 2 
1 correct: 1 
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QUESTION 2 (15 marks) 
 
(2a) Encode the MIPS “branch-if-equal” instruction comparing register 0 with register 0 and 

taking a branch to location 0x120, leaving your answer as an 8-hexadecimal digit 
number. Assume that this branch instruction is at location 0x250. (2 marks) 

 
ANSWER: 
 
opcode = 0x4 
rs = rt = 0 
immed = (destination – (PC+4)) / 4 = (0x120 – 0x254) / - 0x4 = 0xFFB32s 
 
Instruction = 0x1000FFB3 
 
 
 
 
 
 
(2b) Encode the MIPS instruction that will unconditionally jump to location 0x120 from 

location 0x250. (2 marks) 
 
ANSWER: 
 
 
opcode = 0x2 
jump address = 0x120 / 4 = 0x48  
 
Instruction = 0x08000048 
 
 
 
 
 
 
 
(2c) In the pipelining mechanism that we have considered where jumps and branches are 

handled at the ID stage, is there any advantage in choosing one over the other from a 
performance point of view? (1 marks) 

 
ANSWER: 
 
None. Although Jump will get us to further addresses than Branch, this is not a 
performance issue. 
 
 
 
 

Grading scheme: 
Completely correct: 2 
Partially correct: 1 
Nothing even close: 0 

Grading scheme: 
Completely correct: 2 
Partially correct: 1 
Nothing even close: 0 

Grading scheme: 
Completely correct: 1 
All else: 0 
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(2d) Under what circumstances would it not be possible to use the “branch-if-equal” 
interchangeably with the unconditional jump? (2 marks) 

 
ANSWER: 
 
 
When the destination is greater than +32767 × 4 = 131068 or -32768 × 4 = -131072 bytes 
away. 
 
 
(2e) Consider the following C function: 
 
  int CountLeadingZeros(int n); 
 
 It takes a 32-bit integer as an argument and counts the number of zeros to the left of the 

most significant one. For example, the decimal number ‘1’ in 32 bits binary is 31 zeroes 
followed by a one. This function will return 31 for ‘1’. Another example, the decimal 
number 5 is 29 zeros followed by ‘101’ in binary. This function would return 29 for the 
argument of ‘5’. Use as few MIPS instructions as possible and avoid using the 
expensive multiplication and division operations. Only the instructions found in the text 
book’s MIPS Reference Data sheet are permitted.  (8 marks) 

 
ANSWER: 
 
 
CountLeadingZeros: 
      li   $t0, 0x80000000 # The mask - MSB set to 1 
      addi $v0, $zero, 0   # The count 
L1: 
      and  $t1, $a0, $t0   # Input AND mask 
      bne  $t1, $zero, EXIT # Not a zero, terminate! 
      addi $v0, $v0, 1     # Found a zero, increment count 
      srl $t0, $t0, 1  # Shift 1 bit mask to one position right 
      bne $t0, $zero, L1 # Mask has at least 1 bit set, loop! 
EXIT: 
      jr $ra 
 
 
 
 
  

Grading scheme: 
Completely correct: 2 
Partially correct (eg. distance wrong): 1 
Nothing even close: 0 

Grading scheme: 
Open ended. Based on my feel of how 
far off your code is from what will 
actually work. 
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QUESTION 3 (20 marks) 
 
(3a) Decompose the IEEE Standard 754 single precision floating point number 

0x3b87bd0c into the respective fields. (3 marks) 
 
ANSWER: 
 
 Sign = + 
 
 True exponent (in 2x where x is in signed decimal) = 2^(011 1011 12 – 011 1111 12) = 

2^(11910 – 12710) = 2-8  
 
 Mantissa (in binary) = 1.000011110111101000011002 
 
 
(3b) Decompose the IEEE Standard 754 single precision floating point number 

0x3a9a9e92 into the respective fields. (3 marks) 
 
ANSWER: 
 
 Sign = + 
 
 True exponent (in 2x where x is in signed decimal) = 2^(011 1010 12 – 011 1111 12) = 

2^(11710 – 12710) = 2-10  
 
 Mantissa (in binary) = 1.001101010011110100100102 
 
 
 
(3c) What is the normalized IEEE Standard 754 single precision floating point result of the 

addition of the above two numbers, rounding to the nearest? Show details of your 
working. Express your final answer in hexadecimal. (4 marks) 

 
ANSWER: 
Denormalize second number to 2-8 by right shifting by 2 bits. Performing the addition we 
have: 
        1.00001111011110100001100002 
        0.01001101010011110100100102 + 
        ---------------------------- 
        1.01011100110010010110000102 
 
LSB = 0, Guard bit = 1, Round bit = 0, Sticky bit = 0.  
 
Applying the round to nearest rule: 
 
    1.010111001100100101100002 × 2-8 
 
The final result: 0x3bae64b0. 
  

Grading scheme: 
Exponent correct: +1 
Mantissa correct: +2 
Can’t even get the sign correct: 0

Grading scheme: 
Exponent correct: +1 
Mantissa correct: +2 
Can’t even get the sign correct: 0

Grading scheme: 
Addition done correct: +1 
Bits for rounding obtained correctly: +1 
Rounding done correctly: +1 
Final answer (in hex) correct: +1 
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(3d) Give the hexadecimal representation of the largest normalized number that can be 
represented in the IEEE Standard 754 single precision floating point standard. For the 
purpose of the subsequent subquestions, let’s denote this number by X.  

  (3 marks) 

 
ANSWER: 
 
 
0x7F7FFFFF 
 
 
(3e) Give the hexadecimal representation of the result of adding two of the same number 

you answered in (3c). Let’s denote this number to be Y. In other words, what is             
Y = X + X? (4 marks) 

 
ANSWER: 
 
Positive infinity, i.e., 0x7F800000. 

 
 
 
 

 
 
(3f) Give the hexadecimal representation of Z = Y -  X? (3 marks) 
 
ANSWER: 

 
Infinity ± any (finite) number = infinity. So the answer is still 0x7F800000. 
 
PS: What do you think +Infinity + -Infinity will yield? 

 
 
 
 
 

Grading scheme: 
Correct answer: 3 
Partially correct: 1-2 

Grading scheme: 
Correct answer: 4 
Partially correct: 1-3 
(eg. NaN, “overflow”, etc) 

Grading scheme: 
Correct answer: 3 
Partially correct: 1-2 
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QUESTION 4 (15 marks) 
 
(4a) The diagram below is a simplified version of the single cycle datapath.  
 
 

 
 
 
Write down the control signals that would constitute the execution of the instruction: 
 
  lw  $a0, -20($t7) 
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If any of the values are more than 1 bit, write down the hexadecimal value. You may also use 
‘X’ for “don’t care” or unknown values. However, assume that the contents of the both 
registers mentioned in the instruction above are zeroes.  (6 marks) 
 
 
ANSWER: 
 

Signal Value 

Read reg 1 0xF 

Read reg 2 0x4 

Write reg 0x4 

RegDst 0 

RegWrite 1 

ALUSrc 1 

Branch 0 

Address 2010 or 0x14 

ALUOp 00 

MemWrite 0 

MemRead 1 

MemtoReg 1 

 
  Grading scheme: 

Each correct answer: +0.5 
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(4b) Consider the following MIPS assembly code sequence.  
 

 … 
L1: beq $t1, $t2, E1 # branch1 
 … 
L2: beq $t3, $t4, E2 # branch2 
 … 
 j L2 
E2: … 
 j L1 
E1: 
 … 
 

 Suppose the outer loop runs N times, and the inner loop runs N times for each iteration 
of the outer loop. If the 1 bit branch predictor was used for both branches, how many 
correct and incorrect predictions will there be for (i) branch1, and (ii) branch2? 
Assume that the initial values of all predictors are ‘not taken’. (4 marks) 

 
ANSWER: 
 
 
 
Branch 1 will be executed N+1 times, namely, N times round the loop, and once on exit. On 
the N times round the loop, it would have predicted correctly. On the exit, it would have 
gotten it wrong. So for branch 1,  
 
correct number of predictions = N, wrong number of predictions = 1. 
 
For branch 2, it will be executed N+1 times for each iteration, and then N iteration, i.e., it will 
be executed (N+1) × N times. On the very first iteration, it would make N correct prediction, 
and then 1 wrong one (on the exit). Because of this one wrong prediction, on its first 
execution during the 2nd iteration, it would predict “taken” when in fact it is not. Hence 1 
wrong prediction. It will also make 1 wrong prediction at the end. So for iteration 1, it would 
make N correct and 1 wrong prediction, but on iterations 2 to N, it would make 2 wrong 
predictions, and N-1 correct ones. So for branch 2, 
 
Total number of correct predictions = N + (N–1) × (N–1)  
                                                         = N + N2 – 2N + 1  
                                                         = N2 – N + 1. 
 
Total number of wrong predictions = 1 + 2×(N-1) = 2N – 1 
 
 
 
 
 
 
 
 

Grading scheme: 
Branch1, got number of correct prediction right: +1 
Branch1, got number of wrong prediction right: +1 
Branch2, got number of correct prediction right: +1 
Branch2, got number of wrong prediction right: +1 
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(4c) What if the two bit branch predictor was used instead? How many correct and incorrect 
predictions will there be for (i) branch1, and (ii) branch2? Assume that all 
predictors are initially zeroes. (5 marks)  

 
ANSWER: 
 
Using a 2-bit predictor, branch 1 would again be executed N+1 times and will again be wrong 
the one time that the outer loop exits. So it will be the same as the 1 bit predictor, i.e., 
 
 
correct number of predictions = N, wrong number of predictions = 1. 
 
For branch 2, again it will be executed N+1 times for each iteration, and then N iteration, i.e., 
it will be executed (N+1) × N times. On the very first iteration outer loop, it would make N 
correct prediction and then 1 wrong one (on exit). However, because it is a 2 bit predictor, on 
the second iteration of the outer loop, it will at the “let’s give not taken one more chance” 
state. So it will make a “not taken” prediction, and it will turn out to be correct. This will 
move the predictor back to the “confirmed not taken” state. Of course, it will still get the 
prediction wrong on the exit. But at the start of the third iteration of the outer loop, again, it 
will be in the “let’s give not taken one more chance” state, and make a “not taken” prediction 
which will turn out to be correct. Therefore, for branch 2, the 2-bit predictor will have: 
 
Total number of correct predictions = N×N  = N2 
 
Total number of wrong predictions = 1×N = N 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
  

Grading scheme: 
Branch1, got number of correct prediction right: +1 
Branch1, got number of wrong prediction right: +1 
Reasoning for Branch2 correctly done: +1 
Branch2, got number of correct prediction right: +1 
Branch2, got number of wrong prediction right: +1 
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QUESTION 5 (20 marks) 
 
(5a) The diagram below is the pipelined processor with forwarding and hazard detection 

mechanisms. Assume that both PCWrite and IF/DWrite are active high. For example, a 
‘1’ on PCWrite means that the PC is allowed to be overwritten. Consider the following 
instruction sequence: 

 
add  $2, $3, $4 # Instr 1 
add  $1, $2, $3 # Instr 2 
add  $2, $2, $3 # Instr 3 
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Assuming at clock cycle i-1, Instr 1 has reached the ALU in the EX stage. Fill in 
the following table for the marked value at each of the following clock cycles. (5 marks) 
 
ANSWER: 
 
Clock Cycle ❶ ❷ ❸ ❹ ❺ 

i 1 1 0 2 0
i+1 1 1 0 1 0 

 
 
(5b) The two forwarding rules given in the lectures are as follows: 
 
 

RULE 1 (EX/MEM Hazard): 
RULE 1(a): 
if (EX/MEM.RegWrite 
and (EX/MEM.RegisterRd != 0) 
and (EX/MEM.RegisterRd = ID/EX.RegisterRs)) 
  ForwardA = 10 
 
RULE 1(b): 
if (EX/MEM.RegWrite 
and (EX/MEM.RegisterRd != 0) 
and (EX/MEM.RegisterRd = ID/EX.RegisterRt)) 
  ForwardB = 10 
 
RULE 2 (MEM/WB Hazard): 
RULE 2(a): 
if (MEM/WB.RegWrite 
and (MEM/WB.RegisterRd != 0) 
and (EX/MEM.RegisterRd != ID/EX.RegisterRs) 
and (MEM/WB.RegisterRd = ID/EX.RegisterRs)) 
  ForwardA = 01 
 
RULE 2(b): 
if (MEM/WB.RegWrite 
and (MEM/WB.RegisterRd != 0) 
and (EX/MEM.RegisterRd != ID/EX.RegisterRt) 
and (MEM/WB.RegisterRd = ID/EX.RegisterRt)) 
  ForwardB = 01 
 

In addition, we have the hazard detection rule: 
 
RULE 3 (STALL CONDITION): 
if (ID/EX.MemRead 
and ((ID/EX.RegisterRt = IF/ID.RegisterRs) 
or  (ID/EX.RegisterRt = IF/ID.RegisterRt))) 
stall the pipeline 
 
 

Grading scheme: 
Each cell answer: +0.5 
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 Identify in which cycle which of the rule(s) and sub-rule(s) got triggered, and what 

were the circumstances that led to their triggering. (2 marks) 
 
ANSWER: 
 
In cycle i, Rule 1(a) fired. 
 
In cycle i+1, Rule 2(a) fired. 
 
 
 
 
 
 
 
 
 
 
 
 
 
  
(5c) Now consider the following code sequence instead: 
 

lw   $2, 0($3)  # Instr 1 
add  $1, $3, $2 # Instr 2 
add  $2, $2, $3 # Instr 3 

   
Again, assuming at clock cycle i-1, Instr 1 has reached the ALU in the EX stage. 
Fill in the following table for the marked value at each of the following clock cycles. 
 (8 marks) 
 

ANSWER: 
 
Clock Cycle ❶ ❷ ❸ ❹ ❺ 

i-1 0 0 1 0 0 
i 1 1 0 0 0 

i+1 1 1 0 0 1 
i+2 1 1 0 0 0 

 
 
  

Grading scheme: 
Each rule correct: +1 
Extraneous “firing”: -1 

Grading scheme: 
Each row correct: +2 
Partially correct row: +1 
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(5d) As in (5b), identity in which cycle which of the rule(s) and sub-rule(s) got triggered for 
the code sequence in (5c). (2 marks) 

 
ANSWER: 
 
In cycle i-1, Rule 3 got fired. 
 
In cycle i+1, Rule 2(b) got fired. 
 
 
 
 
 
(5e) There is actually a minor bug in Rule 3. Can you point out a code sequence in which 

the rule will incorrectly stall the pipeline? (3 marks) 
 
ANSWER: 
 
 
If you have a sequence such as: 
 
  lw   $1, … 
  lw   $1, … 
 
Rule 3 would have mistaken the rt register of the second lw to be a source register that is 
dependent on the result of the first lw, and hence insert a nop when none is needed. 
 
 
 
 
 
 
 
 
 
 
 
 
 
  

Grading scheme: 
Each rule correct: +1 
Extraneous “firing”: -1 

Grading scheme: 
Code sequence example correct: +1 
Point out the bug: +1 
Explanation: +1 
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QUESTION 6 (15 marks) 
 
(6a) Consider a 2-way set associative cache that has 2-word per block, and a total of 4 sets. 

Words are 4 bytes in size. Trace the following accesses (written at the top of each table) 
by filling as much details as possible. Note that some of the accesses are word accesses 
while some are byte accesses. Assume that addresses are 16 bits long, and the 
replacement policy is LRU. Use hexadecimal for all numbers in the table. At the 
bottom of each table, select by ticking the corresponding box to indicate whether the 
access was a hit or a miss. (10 marks) 

 
 
ANSWER: 
 

M[0x100] 
 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100]     

1         

2         

3         

Hit           Miss 
 

 
M[0x108] 

 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100]     

1 1 0x8 M[0x10c] M[0x108]     

2         

3         

Hit           Miss 
 
 

M[0x110] 
 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100]     

1 1 0x8 M[0x10c] M[0x108]     

2 1 0x8 M[0x114] M[0x110]     

3         

Hit           Miss 
 
  

Grading scheme: 
Got it correct: +0.5 

Grading scheme: 
Got it correct: +0.5 

Grading scheme: 
Got it correct: +1 
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M[0x107] 

 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100]     

1 1 0x8 M[0x10c] M[0x108]     

2 1 0x8 M[0x114] M[0x110]     

3         

Hit           Miss 
 
 

M[0x104] 
 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100]     

1 1 0x8 M[0x10c] M[0x108]     

2 1 0x8 M[0x114] M[0x110]     

3         

Hit           Miss 
 
 

M[0x200] 
 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100] 1 0x10 M[0x204] M[0x200] 

1 1 0x8 M[0x10c] M[0x108]     

2 1 0x8 M[0x114] M[0x110]     

3         

Hit           Miss 
 
 

M[0x103] 
 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100] 1 0x10 M[0x204] M[0x200] 

1 1 0x8 M[0x10c] M[0x108]     

2 1 0x8 M[0x114] M[0x110]     

3         

Hit           Miss 
 
 

M[0x4E4] 
 WAY 0 WAY 1 
Set Idx Valid Tag Word1 Word0 Valid Tag Word1 Word0 

0 1 0x8 M[0x104] M[0x100] 1 0x27 M[0x4E4] M[0x4E0] 

1 1 0x8 M[0x10c] M[0x108]     

2 1 0x8 M[0x114] M[0x110]     

3         

Hit           Miss 

Grading scheme: 
Got it correct: +1 

Grading scheme: 
Got it correct: +1 

Grading scheme: 
Got it correct: +1 

Grading scheme: 
Got it correct: +2 

Grading scheme: 
Got it correct: +2 
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(6b) One of the main purposes of virtual memory is to provide isolation so that processes 
cannot access each other’s pages. However, there are legitimate situations in which 
such sharing is desired. Can you suggest how two different processes can access each 
other’s data in a virtual memory system? (5 marks) 

 
ANSWER: 

 
This is done in the virtual memory system when the processes set up a common shared 
memory. Essentially what the OS will do is to first verify that the processes followed the 
correct shared memory set up protocol, and that the protection rights are legal. It then will 
simply set a virtual page in each of the two processors to point to the same physical page. 

 
 
 
 
 
 

=== END OF PAPER === 

Grading scheme: 
Open ended, depends on 
right I think you are. 


